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Abstract
We present a near-lighting photometric stereo (NL-PS) system to produce digital bas-reliefs from a physical object (set) directly.
Unlike both the 2D image and 3D model-based modelling methods that require complicated interactions and transformations,
the technique using NL-PS is easy to use with cost-effective hardware, providing users with a trade-off between abstract and
representation when creating bas-reliefs. Our algorithm consists of two steps: normal map acquisition and constrained 3D
reconstruction. First, we introduce a lighting model, named the quasi-point lighting model (QPLM), and provide a two-step
calibration solution in our NL-PS system to generate a dense normal map. Second, we filter the normal map into a detail layer
and a structure layer, and formulate detail- or structure-preserving bas-relief modelling as a constrained surface reconstruction
problem of solving a sparse linear system. The main contribution is a WYSIWYG (i.e. what you see is what you get) way of building
new solvers that produces multi-style bas-reliefs with their geometric structures and/or details preserved. The performance of
our approach is experimentally validated via comparisons with the state-of-the-art methods.

Keywords: compression algorithms, modelling, computational geometry, curves and surfaces
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1. Introduction

Bas-relief is a 2.5D art form between drawing and sculpture that
is carved on a surface of bump ups and downs. It has been inde-
pendently used in many ancient cultures for depicting complicated
subjects with many figures and active poses, because of its ca-
pability to characterize the intrinsic properties and/or the detailed
appearance of a full 3D scene [WTP*18]. Bas-relief now serves as
the template for industrial applications, like engraving, embossing
and milling [SKC*14], and as an input for virtual shape decoration
[POC05] and computer art [PSS01].

J. Wang and H. Xie are co-corresponding authors.

The manual production of bas-reliefs is costly, time-consuming
[SRML09] and even harmful to sculptors (e.g. phthisis caused
by the inhalation of crystalline silica dust generated from stone,
metal and wood carving). Subsequently, bas-reliefs can be modelled
digitally from images by human–computer interactions [AM10,
LWYM12, WMR*13, WMR*14, GCF*14, YHJ*17]. However,
these approaches could not handle objects with complex materi-
als, due to the fact that colour, luminance and texture in an image
could not properly reflect the geometric attributes of a 3D scene. In
recent years, the increasingly popular 3D sensing and scanning tech-
niques, to capture the digital surfaces of real-world objects, provide
a foundation for (semi-)automation of bas-relief modelling, there-
fore, requiring fewer imaginations and skills for artists [ZZL*15].
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Figure 1: The proposed system of bas-relief modelling. It consists
of three parts: the NL-PS to capture the surface normals, the con-
strained 3D reconstruction to produce a bas-relief and the CNC
machine to engrave a physical bas-relief for various applications.

Although computational techniques have primarily facilitated the
production of bas-reliefs [ZCL*18], bas-relief modelling is still a
challenging task. For example, (i) even with the help of high-fidelity
3D scanners, the obtained surfaces inevitably contain artefacts,
such as noise, outliers and holes from various sources [WYP*15,
HTG14]. Geometry post-processing techniques can remove these
artefacts and preserve geometric features over a surface with fine-
tuned parameters for each input. However, choosing the appropriate
parameter values is a trial and error procedure, even for experienced
users [WLT16]. Since a digital bas-relief is generated by trans-
forming a 3D geometry into a 2.5D reliefed surface only along a
particular direction, users can avoid the two steps, that first scan
an object with multi-views to reconstruct the full 3D surface and
then perform post-processing to remove artefacts. (ii) Most of the
existing bas-relief modelling methods adapt the high dynamic range
(HDR) compression techniques [CP93, FLW02] in image process-
ing. The height field of an input 3D scene may be directly com-
pressed [SRML09], or the compression can take place in the gradi-
ent/normal field [WDB*07, JMS14, ZZL*15], followed by Poisson
reconstruction as the second step to obtain the compressed height
field. However, these HDR-based methods inevitably limit the em-
phasis of small- and medium-scale geometric features, due to the
nature of compression. Preserving these features as much as pos-
sible when squeezing the surface with a high spatial compression
would be more desirable. (iii) To design bas-reliefs, users commonly
look forward to getting instant feedback for choosing suitable com-
pression ratios and viewpoints. However, current methods require

tedious work, and are seldom capable of facilitating such an inter-
action. Therefore, it is necessary to develop a simple WYSISYG
modelling system for producing visually plausible bas-reliefs from
physical objects directly.

Unlike the 2D image and 3D model-based techniques, we pro-
duce bas-reliefs from the real-world scene directly. We develop
a near-lighting photometric stereo (NL-PS) system to tackle the
aforementioned challenges. The NL-PS can estimate the normal
map from a set of 2D images captured by a fixed camera with
varying illumination conditions. The normal vector of each pixel in
the map is computed independently (e.g. it does not like the image
gradients that normally need forward/backward difference between
at least two pixels), which means that our NL-PS based bas-relief
modelling method is intrinsically free from the depth discontinuity,
where multiple objects overlap. Therefore, we do not need explicitly
to remove depth intervals at height discontinuities.

A high-quality bas-relief is capable of characterizing the over-
all shape and/or details of a surface. However, the conventional
PS with parallel lighting leads to shape distortion of a bas-relief,
due to the accumulation of reconstruction errors during the high
compression. Moreover, there would be a long distance between
the light sources and the object, when setting up parallel lighting,
which makes the luminance of each light source attenuate sharply,
resulting in the loss of details in the captured images. To eliminate
the side-effects of parallel lighting for bas-relief modelling, we in-
troduce a different hardware prototype, where the LED light sources
are placed near the object (set) to prevent sharp attenuation of their
luminance. Since the LED-based near lighting (NL) possesses the
non-uniform radiance property, the scheme to use NL-PS makes
the PS problem become non-linear. We utilize a two-step scheme
to calibrate the light source and the lighting field to solve this non-
linear problem for obtaining the normal map (see more details in
Section 3).

In image structure-texture decomposition [XLXJ11], an image
I can be decomposed as I = S + T , where S and T represent the
structure layer and the texture layer, respectively. Therefore, a series
of new images can be produced by manipulating the texture contrast,
i.e. I ′ = S + λ · T with a user-specified parameter λ. λ > 1.0 means
texture enhancement and 0 ≤ λ < 1.0 means texture compression.
Similarly, after obtaining the normal map, we can decouple it to the

Figure 2: Our method can produce multiple styles of bas-reliefs from a physical object. From the left column to the right: the physical Scholar
model (upper) and the obtained normal map (bottom), the round & structure-preserving (R & S) bas-relief, the round & detail-enhancing (R
& D) one, the flat & detail-preserving (F & D) one and the over-flat & detail-preserving (O & D) one, respectively.
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structure layer and the detail layer. With the help of the two layers,
bas-reliefs can be reconstructed with multiple styles.

Figure 1 shows the entire system of our bas-relief modelling.
Figure 2 shows the effectiveness of producing multiple styles of
bas-reliefs from a physical object. The main contributions are
three-fold:

� We develop a practical and easy-to-implementation- and -use
NL-PS system with low-cost hardware (mainly a camera and
six LEDs), which directly produces bas-reliefs from a physical
object (set).

� The proper manipulation of the two decomposed normal lay-
ers together contributes to bas-relief modelling with multiple
styles. Our method can produce highly compressed bas-reliefs
but with their geometric details preserved, and produce only
structure-preserving bas-reliefs without the interference from
details.

� We present an improved formulation of bas-relief modelling,
and give two solutions to optimize the formulation. One is Pois-
son reconstruction for bas-relief modelling from a single ob-
ject, and the other is discrete geometry processing-based least-
squares for modelling a set of overlapped objects, which is free of
integrability.

2. Related Work

Reliefs cover bas-reliefs (low reliefs) and high reliefs, but these
two types of reliefs have no strict boundary. Generally, high reliefs
have scene elements that are obviously detached from the relief
plane, therefore, the most prominent elements of the composition
are often completely undercut. Whereas, bas-reliefs have elements
that are projected into a very narrow depth range [SPS14], which can
easily be represented by 2.5D height fields, because of no undercut.
The following survey mainly focuses on bas-relief modelling and
NL-PS techniques. Interested readers on high relief modelling and
PS are referred to [ASH15, YHJ*17, AG15].

Bas-relief modelling Cignoni et al. [CMS97] pioneer the research
of bas-relief modelling from a 3D scene. They keep the compres-
sion ratio of closer objects smaller than objects situated further
away, inspired from perspective foreshortening. Although a linear
compression of objects leads to the bas-relief with unacceptable
quality in details, it makes important observations followed by the
subsequent literature. First, bas-relief modelling can be solved over
a height field. Second, the unused depth intervals at height discon-
tinuities should be removed, guaranteeing the bas-relief to protrude
shallowly from the background.

From then on, more approaches focus on preserving the original
surface’s salient features on a bas-relief. Two types of solution are
usually adopted for this problem. One type notes a similarity to
HDR imaging, in which the range of intensities of multiple pho-
tographs should be compressed in such a way as to display them on
an ordinary monitor [CP93, FLW02]. For bas-reliefs, depths replace
intensities in HDR imaging. Weyrich et al. [WDB*07] attenuate the
gradient discontinuities, while preserving relative small gradients,
by using a non-linear compression function, followed by recon-
structing the height field by integrating the new gradient field in a

least-squares manner. Song et al. [SBS07] work with mesh saliency
and shape exaggeration, based on the representation of discrete
differential coordinates, and bas-reliefs are finally generated by a
diffusion process. Sun et al. [SRML09] operate the compression
directly on the height field, but use gradient-weighted adaptive his-
togram equalization (AHE) for detail enhancement. Ji et al. [JMS14]
start from a normal map to reconstruct the bas-relief, instead of a
height/gradient field. They can produce quality results with intu-
itive style control, because normal maps can be freely edited by
existing tools (e.g. Photoshop). Zhang et al. [ZZL*15] produce
bas-reliefs by implicitly deforming the original model through gra-
dient manipulation. They then introduce an adaptive framework for
bas-relief generation from 3D surfaces, with respect to illumina-
tion conditions [ZZWC16]. The other type has the bilateral filter as
the main ingredient and increases the proportion of salient features
through multi-scale compression functions borrowed from HDR
imaging [KTB*10, ZZZY13]. These methods differ mainly in the
compression step, and they can yield impressive results with salient
features preserved. However, they often lead to details lost through-
out the compression step. In addition, Schuller et al. [SPS14] use
a mesh-based approach to globally optimize a surface that delivers
the desired appearance with precise and fine-grained depth/volume
control.

Designing bas-reliefs from input 3D models can be interactive,
where the fast feedback is more attractive for designers. Many
GPU-based methods, such as Kerber et al. [KTB*10], Zhang et al.
[ZZZY13] and Ji et al. [JSLW14], are implemented in parallel based
on the modern graphics hardware, that make the real-time artistic
design possible for bas-relief modelling. However, these techniques
are seldom easy to popularize, due to the algorithm’s low portability
and the high price of parallel computing hardware.

Moreover, some techniques generate bas-reliefs from natural im-
ages [AM10, LWYM12, WMR*13, WMR*14], because 2D images
are much easier and less expensive to be captured. However, these
algorithms often do not work for objects with complex materials.
Therefore, user assistance with prior knowledge is necessary to
compensate for the depth information.

Near-lighting photometric stereo PS estimates surface normals
from two or more images with a fixed camera but differing light-
ing conditions [XSJ*]. Many PS methods assume that a light ar-
rives from a distant source, which forms parallel light rays. This
leads to the same incident light direction and radiance for each
scene point [QMDD17]. This assumption degenerates, if the dis-
tance to the light source is not much larger than the scene di-
mensions. If we loosely consider that the light rays are still par-
allel, the reconstructed shape will distort. NL-PS makes the PS
problem become non-linear [TDK17]. Formulating the near light-
ing model is a comprehensive issue that involves the light source
characteristics, objective distance, surface shape and reflectance.
For example, a PDE-based model is proposed to approximate the
near lighting scene in [WKBM14]; a lighting compensation scheme
to maintain the homogeneity of image intensities is introduced in
[XSC13]; and the emitting characteristics of near-lighting sources
are analysed in [XDW15]. To avoid the lighting direction uncer-
tainty introduced by near lighting, NL-PS requires other auxil-
iaries [ZT10, SHL17, Cla10, WMSS15] or assumptions [JCRA11,
HMJI09].
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Recently, NL-PS is enriched by, e.g. an uncalibrated computa-
tional system [LBT*17], a mesh-based deformation [XNSW17] and
a thorough study of PS under nearby point light source illumination
[QDW*18]. Note that, to facilitate the development of our system,
we follow Xie et al. [XNSW17] with a same hardware setup. Both
our bas-relief modelling method and Xie et al.’s PS algorithm have
a vital step of constructing the height field from a normal map.
However, the latter intends to reconstruct a full 3D surface, while
ours must decompose the normal map first and then reconstruct the
surface with two types of constraints, i.e. height and detail, which
is more challenging.

3. Near-Lighting Photometric Stereo for Surface Normal
Acquisition

We employ a practical NL-PS system to generate a set of images
from a fixed viewpoint under different illumination of light sources
[XNSW17], and use these images for normal acquisition.

Hardware setup The hardware of our system contains a calibrated
camera (Point Gray FLFL3-U3-13S2C-CS), and six infrared LEDs
(OSRAM SFH4232A), which are fastened on a shelf uniformly
around the camera with a radius of 150 mm. We lay objects in front
of the camera with a relative distance of around 400 mm, and flash
these LEDs one after another for synchronizing with the camera to
take photos of the objects. These LEDs form the light sources with
near lighting, making the PS problem become non-linear. Subject to
the anisotropic radiance property of these LEDs, the lighting field
should be effectively calibrated, in order to determine the intensity
and direction of each incident light ray. We introduce a two-step
calibration method for solving this NL-PS problem.

3.1. Calibration of each light source

The first step is to calculate the position of each light source, where
a multi-sphere-based scheme is adopted. We employ five specular
spheres (the radius r known) to calibrate each light source. In detail,
we capture the image of these five spheres using the calibrated
camera (e.g. the foci f , the optical centre Oc(u0, v0), and etc.)
[Zha00] under each near lighting condition, and then extract the
contour and the highlight point of each sphere in the image, using the
Canny edge detector [Can86, XNSW17]. Based on the contours and
the highlight points, we can estimate the spatial coordinates of the
sphere centres and the highlight points. Using the mirror reflection
principle, we can obtain the position of each light source by finding
the geometric relationship among the light source, the camera (or
exactly speaking the optical centre) and the highlight points.

3.2. Calibration of each near-lighting field

The second step is to formulate the near-lighting model and calculate
the principal optical axis of each light source, where a reference-
plane-based scheme is used. We have proven that the principal
optical axis should cross the brightness point in the image of the
reference plane, and the brightness point can be estimated by fitting
the iso-luminance curve in the image. Therefore, with the calibration
parameters and the radiance model of the light source, the normal
of each surface point in the scene is easy to determine.

(a)

(b)

Figure 3: Under quasi-point lighting, there exists one point with
the highest brightness, which is an important cue to estimate the
principal optical axis of each light source.

To simplify the computation of surface normals, the majority of
PS systems assume the incident light rays to be parallel. To meet
this assumption, either the large-area array-based light source or the
high-intensity distant point light source is employed to make the
incident rays distribute uniformly on the target surface. Instead, we
consider that the single LED as the light source is a good, cost-
effective choice but leads to detail-rich normal maps for bas-relief
modelling. Different from both the parallel and distant point light
sources, modelling the light field of a non-uniform near-lighting
source is complicated. In the following section, we will present a
new lighting model for the single LED as the near point light source,
named the quasi-point lighting model (QPLM), and estimate the
QPLM’s parameters, e.g. the principal optical axis.

3.2.1. Quasi-point lighting model

The lighting field, emitted by the LED as the quasi-point light source,
can be modelled by several parameters, including the unknown
principal optical axis �0, the unknown radiant intensity E0 along
�0, the angular attenuation factor F around �0 and the distance
attenuation factor d (i.e. the distance between the light source and
the arbitrary point in the lighting field). The factor F depends on
the luminaire used, and for a typical quasi-point light source (e.g.
LED), the attenuation conforms to the law of g-cosine, i.e. F =
cosg θ , where θ is the deviation angle between �0 and an incident
ray �, and g can be computed according to the internal parameter
θhalf supplied by the product, i.e. g = ln(0.5)/ ln[cos(θhalf )]. The
radiant intensity at one point in the lighting field can be formulated
as

E = E0 · cosg θ

d2
, (1)

c© 2019 The Authors
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Figure 4: The labelled points can be used to compute the position
of each highest brightness point on the plane. (a) The labelled
points; (b) the extracted points and the highest brightness points
(red) formed by the six light sources.

which is our QPLM. Therefore, the appearance brightness I of a
Lambertain object, at a surface point p under the incident ray �, can
be described as

I (p) = E · nT �, (2)

where n is the surface normal at point p. The radiant intensity E0

and the deviation angle θ are all related to the principal optical axis
�0, which is estimated below.

3.2.2. Principal optical axis estimation

The QPLM is rotation-symmetric. We put a reference plane � into
the lighting field, as shown in Figure 3(a), where X means L’s
projection on the plane with the projection distance h, C is the
intersection point of �0 on the plane. If we denote γ as the angle
between the surface normal n and the incident ray �, and the distance
from the light source to the point p as d = h/ cos γ , we can re-write
the left side of Equation (2) as Iθ,γ (p) to bind the parameters θ and
γ , that is:

Iθ,γ (p) = E0 · cosg θ · cos3 γ

h2
. (3)

Then, we can come to the following lemma:

Lemma 1. Under the illumination of a quasi-point light source,
the irradiance distribution on the reference plane is axisymmetric,
where the line XC is the symmetric axis, and the brightness of
the intersection between XC and any perpendicular line is highest
among any point on this perpendicular line.

Lemma 2. Only one point with the highest brightness on XC.

The point with the highest brightness can be used to estimate
the principal optical axis. However, this point could not be fixed
directly. Generally, we smooth the image by Gaussian filter first,
and then select the region of the highest brightness to fit an ellipse,
where the ellipse’s centre PB (uB, vB, f ) is considered as the highest
brightness point. To compute the spatial coordinate PB (xB, yB, zB )
of the highest brightness point on the reference plane, we suggest
labelling some special points with their positions known in advance,

Figure 5: The 3D illustration of each light source. The green arrow
represents the optical axis of the camera, the red arrows shows each
light source’s position and its direction of the principal optical axis,
the blue dots denote the sphere centres and the pink dots denote the
highlight spots under each light source.

as shown in Figure 4, and to find the homography matrix Mhomo and
the rotation and translation matrices MR and MT by the correspon-
dence from the spatial coordinate to the image coordinate of these
points. Therefore, we have:

PB (xB, yB, zB ) = MR · MT ·

⎡
⎢⎢⎣

1 0 0
0 1 0
0 0 0
0 0 1

⎤
⎥⎥⎦ · M−1

homo · [uB, vB, 1]T .

(4)

The unit normal �B along the incident ray with the highest brightness
can be easily obtained. The reference plane’s normal is computed
by

n� = M−1
R · [0, 0, 1]T . (5)

We can obtain γ0 = arccos n� · �B , and α = γ0 +
arctan(3 tan γ0/g). The principal optical axis �0 can be ob-
tained by rotating n� × �B with the degree of α, as shown in
Figure 3(b). According to the Rodrigues operator [Kok], we have:

�0 = Rodrigues(α · n� × �B ) · n�. (6)

The total radiant intensity of the reference plane is estimated as

∑
P∈�

IP =
∑
P∈�

(E0 · cosg θP · cos3 γP

h2
), (7)

and the principal radiant intensity can be obtained as

E0 = h2

∑
IP∑

cosg θP · cos3 γP

, (8)

where IP means the intensity on each pixel of the captured im-
age. Figure 5 gives a 3D illustration of each light source using the
estimated parameters.

c© 2019 The Authors
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Figure 6: Our QPLM for NL-PS avoids the shape distortion of
the reconstructed objects. For the two models, the first row is a
set of captured images, the second row is the reconstructed surface
by different schemes and the third row is the illustration of the
surface geometry from another viewpoint. The last column shows
the original surface’s details.

3.3. Normal map acquisition

For the free-form surface with the unknown shape, our QPLM could
not estimate its surface normals directly, because we do not know the
surface’s spatial position. Fortunately, the target can be initialized
using a known geometric surface, such as a plane, and optimized
iteratively to produce an accurate normal map.

First step: We put a reference plane with its normal along the
z-axis, which also requires to be near the target. By denoting
the distance between the origin and the plane along the z axis as D,
the physical coordinate of each point p on the plane can be obtained
by

(px, py, pz) = D ·
(

pu

f
,
pv

f
, 1

)
, (9)

where (pu, pv) is the corresponding pixel coordinate on the image.
Therefore, the unit normal �p of any incident ray, as well as the
appearance brightness Iθ,γ (p) in Equation (3), can also be obtained.

Second step: The incident ray matrix at any point p can be rep-
resented as

Lp = Iθ,γ (p) · �p. (10)

Figure 7: Our QPLM for NL-PS can effectively preserve the sur-
face’s details. From left to right: the four captured images, the
obtained normal map, the reconstructed full 3D model and two
magnified fragments to show geometric details.

According to the principle of Lambert reflection, the surface normal
at point p is computed as

np = [
Iθ,γ (p)1, . . . , Iθ,γ (p)m

]T · ([
L1

p, . . . , Lm
p

])−1
, (11)

where m is the number of the light sources, and Iθ,γ (p)m is the image
intensity at the point p under the m-th light source. By performing
every point p, we can obtain a normal map of the target.

Third step: We reconstruct the surface using the normal map by
the well-known algorithm of Frankot–Chellappa, and return to the
second step to refine the normal map. We terminate the iterations
until the averaged distance between two successive reconstructed
surfaces is less than 10−4.

To demonstrate the QPLM’s effectiveness, we first compare it to
three light models, i.e. the parallel light model, the ideal point light
model and the angular attenuation model whose distance attenua-
tion factor is overlooked. We then use the produced normal maps
to reconstruct their full 3D shapes. Our QPLM can avoid shape dis-
tortion (Figure 6) and preserve surfaces’ details as well (Figure 7),
which is suitable for the purpose of bas-relief modelling.

In addition, both Xie et al.’s method [XNSW17] and ours use the
same setup of hardware. However, Xie et al. restrict the C0-surface
assumption, making it impossible to deal with varying object albedo.
Convergence is not established either. In contrast, we optimize both
the normal map and the reconstructed full 3D shape by a coarse-
to-fine scheme, until the averaged distance between two successive
reconstructed surfaces is less than a pre-defined threshold. There-
fore, our method is more sensitive in capturing the surface’s details
for challenging cases, such as the results shown in Figures 8 and 16.

4. Constrained 3D Reconstruction

4.1. Problem formulation

Bas-relief modelling seeks to make the resulting bas-relief look as
similar as possible to the original full 3D model under illumination.
Based on the Lambertian lighting model, two surfaces will be ren-
dered identically, when for each point on the view plane, the angle
between the light direction and the surface point normal is identical.
If we place a bas-relief under the same illumination setting with
the input model, surface normals on the bas-relief will be key to
preserve the model’s appearance and details.

c© 2019 The Authors
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Figure 8: 3D reconstruction of a canvas. Our method is more sensitive in capturing the surface details than Xie et al.’s method [XNSW17].
From the left column to the right: the captured images, the reconstructed normal maps by Xie et al.’s method and ours, respectively, and the
reconstructed 3D models by Xie et al.’s and ours, respectively.

The bas-relief can be considered as a height field H . If H is
fixed, both the gradient field GH and the normal field NH can be
calculated, where the gradient at any position (x, y) is defined as

GH (x, y) =
(

∂H

∂x
,
∂H

∂y

)
, (12)

and the unit normal at the same position is defined as

NH (x, y) =
(

−∂H

∂x
, −∂H

∂y
, 1

) /√(
∂H

∂x

)2

+
(

∂H

∂y

)2

+ 1.

(13)

Conversely, given a normal map (field) N and the height interval
[0, θ ] (θ > 0), the height field H can be reconstructed with its
normal field approximating N by minimizing the following error
functional

E(H ) =
∫ ∫

(λ · F (H, θ ) + D(GH , GN ))dxdy, (14)

which has two terms. In the first term, F (H, θ ) is a function for
controlling the depth range (height interval) of a resulting bas-relief,
by fixing the user-specified threshold θ . The weight λ controls the
bas-relief’s style (roundness or flatness). In the second term, GH and
GN denote the gradient fields of the reconstructed height field H

and the input normal field N , respectively, which can be calculated
by Equations (12) and (13). D(GH , GN ) is a function for measuring
the gradient similarity of H and N .

Remarks 1. There are usually multiple styles of bas-reliefs in
our real-world scenarios, e.g. the round & structure-preserving
bas-reliefs, the round & detail-enhancing ones, the flat & detail-
preserving ones and the over-flat & detail-preserving ones, etc.
However, on the one hand, Equation (14) inevitably loses geomet-
ric details, due to the nature of compression. On the other hand, a
bas-relief that solely preserves geometric structures is not easily ob-
tained by solving Equation (14), since the geometric details cannot
be fully excluded.

Fortunately, we can decompose the normal map to the structure
layer and the detail layer, using the recent image smoothing meth-
ods [ZSXJ14, XLXJ11]. Analogous to image enhancement, proper

manipulation of these two layers can generate detail-free or detail-
preserving bas-reliefs with different compression ratios.

Rolling guidance filter (RGF) As a joint bilateral filter, RGF
[ZSXJ14] is formulated as

J k+1(p) = 1

Wp

∑
q∈Cp

Gs(||p − q||)Gr (||J k(p) − J k(q)||)I (q),

(15)

where k denotes the iteration number, Wp = ∑
q∈Cp

Gs(·)Gr (·) is
for normalization, p and q are pixel positions on the image, Cp

are the neighbours of p, Jp and Jq are the intensities of p and q,
respectively. J k+1(p) is the output intensity of p in the (k + 1)-th
iteration. Both Gs and Gr are Gaussian functions with standard
deviations σs and σr , respectively.

As known, Gr is usually determined from the input image di-
rectly. It cannot clearly remove small-scale features and preserve
sharp features well, due to the unsatisfactory guidance. This short-
age can be eased by RGF, where Gr is updated iteratively. In the
first iteration, J 0(p) is usually set to be zero, which lets RGF be
a Gaussian filter. Therefore, the features whose scales are smaller
than σs can be filtered out, once the empirical value of σs is fixed.
The features of image structures with scales larger than σs are also
blurred to some extent. However, in the following iterations, the im-
age structures will be recovered gradually, and the smaller features
are still being removed. We select RGF as one of our choices to
decompose the normal map N into the structure layer NB and the
detail layer ND .

Please note that there are three parameters in RGF, i.e. σs , σr

and the iteration number n, which should be fine tuned to preserve
structures, as well as to avoid introducing noise for the subsequent
bas-relief modelling. They are empirically set to σs = 5, σr = 0.05
and n = 4 for balancing noise introduction and structure preserva-
tion of these normal maps.

With the aid of normal map decomposition, we adapt the error
functional of Equation (14) to

E′(H ) =
∫ ∫

(λ · F (H, θ ) + D(GH ,

GNU
+ γ · GND

))dxdy, (16)

where NU is either the original map N or the decomposed structure
map NB , and ND is the decomposed detail map. Thus, GH , GNU

and GND
are the gradient fields of H , NU and ND , respectively. γ

is used to control the effect of details on the produced bas-relief.

c© 2019 The Authors
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Figure 9: Multi-style bas-reliefs generation by solving Equa-
tion (18) (the top row) and Equation (19) (the bottom row) from the
same input. Given a physical Welsh–Dragon model (the left-most
model), we acquire its normal map and decompose it for multi-
style bas-relief modelling. From the second column, the top row
shows the acquired normal map N and the two detail-enhanced
bas-reliefs [the parameters are (γ = 0.1, λ = 0.05, θ = 20) and
(γ = 0.1, λ = 0.5, θ = 3), respectively]. The bottom row shows the
decomposed structure map NB by [XLXJ11] and the two detail-free
bas-reliefs [the parameters are (λ = 0.05, θ = 20) and (λ = 0.5,
θ = 3), respectively].

According to Equation (16), we can easily create bas-reliefs with
different styles:

� Structure-preserving bas-relief modelling, if γ = 0 and NU =
NB .

� Detail-preserving bas-relief modelling, if γ > 0 and NU = N .

4.2. Poisson reconstruction

Minimizing Equation (16) directly will lead to a non-linear op-
timization problem. Fortunately, Laplacian coordinates can well
reflect the local geometry of the surface. Given a normal map N

consisting of n pixels, and assuming its underlying surface as the
height field H = {h1, h2, . . . , hn}, we can formulate the Poisson
equation [TLHD03] as

∇2H = Div(GN ), (17)

where ∇ denotes the gradient operator, ∇2H means the Lapla-
cians of H and Div(·) means the divergence of a vec-
tor field (it is a gradient field in our case). If we de-
note L(H ) = {L(h1), L(h2), . . . , L(hn)} as ∇2H , and D(GN ) =
{DGN1

, DGN2
, . . . , DGNn

} as Div(GN ), Equation (16) can be ap-
proximately discretized as

E′
d (H ) =

n∑
i=1

||L(hi) − D(GNi
)||2 + γ

n∑
i=1

||L(hi) − D(GNDi
)||2

+ λ

n∑
i=1

||(hi − θ )||2, (18)

for detail-preserving bas-relief modelling, and as

E′
s(H ) =

n∑
i=1

||L(hi) − D(GBi
)||2 + λ

n∑
i=1

||(hi − θ )||2, (19)

Figure 10: The discrete geometry setup of solving Equation (16)
for bas-relief modelling. The upper row is the initial planar mesh,
and the bottom row is the modelling result, which demonstrates
our NL-PS system is intrinsically free from depth discontinuity for
bas-relief modelling.

Figure 11: Illustrating the local shaping (left) and global blending
(right) [XZWC14] for our bas-relief modelling. The left shows the
projection of the mesh vertices onto their new positions. The right
shows the global blended result based on the relative vector R, by
subtracting the mean of the vertices obtained in local shaping.

for structure-preserving bas-relief modelling, where D(GNi
),

D(GNBi
) and D(GNDi

) are the divergences of the gradients GNi
,

GNBi
and GNDi

at the i-th pixel, respectively. Both Equations (18)
and (19) have to be minimized to find a suitable set of heights
H = {h1, h2, . . . , hn}. That means, the scheme to perform bas-relief
modelling operations using Laplacians ∇2H is to fix the height in-
terval of a resulting bas-relief, i.e.

hi = θ, i ∈ (1, · · · , n) (20)

c© 2019 The Authors
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and solve for the heights by fitting the Laplacians of the H to the
given divergences of GN and GND

in Equation (18), and to the given
divergence GNB

in Equation (19).

The optimization problems defined in Equations (18) and (19) are
quadratic, and solving these two quadratic minimization problems
leads to a sparse linear system of equations, which could be solved
numerically by using the conjugate gradient technique. Therefore,
the height field of a bas-relief can be computed by approximating the
Laplacians in a least-squares manner. For example, multi-style bas-
reliefs can be produced from the same input, as shown in Figure 9.

4.3. Discrete geometry processing

We can re-formulate the bas-relief modelling problem in Equa-
tion (16) in a discrete geometry setup [XZWC14, WTP*18], such
that adding the integrability constraints is not necessary. It is more
robust than by solving Equations (18) and (19) to produce a bas-
relief from a set of models. Specifically, the bas-relief surface to
be reconstructed is computed on a quadrilateral mesh (Figure 10),
where each face corresponds to a sample in the normal map. After
the setup, a discrete geometry processing method, including local
shaping and global blending, is conducted to deform the planar mesh
to allow its faces to follow the demanded normals, as well as the
detail/structure constraints and the height constraints.

Discrete geometry setup We call the original and the decomposed
normal maps O (means Original), D (means Detail) and B (means
Base).

� For each sample Oi,j , Di,j and Bi,j in O, D and B, respectively,
a quadrangular face fi,j is constructed for each of them. A quad-
rangular mesh M is formed by all faces, like fi,j , where each
face’s vertices are denoted by vi,j , vi+1,j , vi+1,j+1 and vi,j+1.

� We fix each vertex vi,j at ((i − 1
2 )l, (j − 1

2 )l, 0) with the initial
height field z = 0, where l is the edge length of the quadrangular
face. Please note that for bas-relief modelling, the x-component
and y-component of each vertex are always fixed, and we only
drag the vertex along the z-axis.

Local shaping All four vertices of each face fi,j are projected
onto three planes Op , Dp and Bp with normals Oi,j , Di,j and Bi,j ,
respectively, where the planes pass the current centroid ci,j of fi,j .
In detail, we move the vertex along the z-axis onto the three planes.
The projections of a vertex vm,n along the z axis onto Op , Dp and
Bp are described as po

i,j (vm,n), pd
i,j (vm,n) and pb

i,j (vm,n), respectively,
where m ∈ {i, i + 1} and n ∈ {j, j + 1}.

A non-boundary vertex in the quadrangular mesh M is surrounded
by four faces. It has four new z values after projections. The z-
components of the four vertices in each face fi,j can be grouped
into a vector as

P o(fi,j ) = (
po

i,j (vi,j ), po
i,j (vi+1,j ), po

i,j (vi+1,j+1), po
i,j (vi,j+1)

)T
,

P d (fi,j ) = (
pd

i,j (vi,j ), pd
i,j (vi+1,j ), pd

i,j (vi+1,j+1), pd
i,j (vi,j+1)

)T

and

P b(fi,j ) = (
pb

i,j (vi,j ), pb
i,j (vi+1,j ), pb

i,j (vi+1,j+1), pb
i,j (vi,j+1)

)T
.

Global blending M is broken into a set of disconnected parts after
the local shaping step. We use the global blending scheme to glue it
back into a connected mesh (Figure 11 shows the scheme of local
shaping and global blending). We group the z-components of a face
fi,j into a column vector as

z(fi,j ) = (
vz

i,j , v
z
i+1,j , v

z
i+1,j+1, v

z
i,j+1

)T
. (21)

Mathematically, the detail-preserving bas-relief modelling can be
achieved by minimizing:


({vz
m,n}) =

∑
fi,j

‖Rz(fi,j ) − RP o(fi,j )‖2

+ γ
∑
fi,j

‖Rz(fi,j ) − RP d (fi,j )‖2 (22)

+ λ
∑
vz
m,n

‖vz
m,n − θ‖2,

Figure 12: Bas-relief modelling from the indoor normal maps. The
normal maps in the left column are courtesy of [LBT*17], the pro-
duced bas-reliefs are in the right column.

Figure 13: The scheme of discrete geometry processing (DGP) is
more robust than Poisson reconstruction to generate the bas-relief
from a model set. From left to right: the fragment of an input normal
map, the results of DGP and Poisson reconstruction, respectively.
The DGP can better avoid shape distortion than Poisson recon-
struction, when normals vary severely (see the highlighted region).

c© 2019 The Authors
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where the weight γ is used to preserve the geometric details. The
weight λ is used to control the style (roundness or flatness) of the
resulting bas-relief. The parameter θ is a threshold used to control
the height of a bas-relief. R is a matrix used to subtract the means
of vertices inside z(fi,j ) and P o(fi,j ) or P d (fi,j ) [BDS*12]. By
computing their relative vectors according to their own centre will
lead to fast convergence [XZWC14]. For this purpose, the matrix R

is formulated as

R = I4×4 − 1

4
1, (23)

where 1 is a 4 × 4 matrix with all elements equal to 1.

The structure-preserving bas-relief modelling is achieved by min-
imizing:


({vz
m,n}) =

∑
fi,j

‖Rz(fi,j ) − RP b(fi,j )‖2

+ λ
∑
vz
m,n

‖vz
m,n − θ‖2. (24)

Remarks 2. Although we design an effective NL-PS system, the
normal maps from other sources can also serve our bas-relief mod-
elling to produce quality results. For example, we can utilize the
normal maps in an indoor scene to produce the bas-relief by the
scheme of discrete geometry processing, as shown in Figure 12.

As shown in Figure 13, when modelling from a model set, in
order to reduce artefacts, such as shape distortion in areas of nor-
mal varying severely, we employ the scheme of discrete geometry
processing. However, when modelling from a single model, we use
Poisson reconstruction for more efficiency.

5. Results and Analysis

Our system consists of the hardware part and the software part. The
first part captures six images of each physical object (set), and the
second part produces the normal map and the bas-relief (see Figure 1
for a reference).

In the hardware part, a CMOS camera is used with its resolution
of 1328 × 1048 and frame-rate of 120fps. In addition, a band-pass
filter with a wavelength of 850nm and lens of 10 mm is attached in
the front of the camera lens to prevent the visible ambient light. We
select six LED lamps (wavelength: 850 mm, wattage: 0.5 W, half
angle: 60o) as a set of point light sources, whose rise- and fall-time
is only about 0.014μs to guarantee a robust intensity of lighting in
a very short time. An I/O controlling board is also employed to let
the camera and these LEDs work synchronically. The exposure time
of the camera is set to be 3ms, and six images are captured within
100ms.

In the software part, the prototype is implemented using the
mixed-language programming based on Matlab and C++, and uses
the TAUCS library as the linear solver, and OpenGL to render 3D
objects and bas-reliefs. A user-friendly GUI is created, encapsu-
lating the implemented method. We have tested our method on a

Figure 14: Full 3D reconstruction of two objects with weak details.
The first column shows the captured normal maps of the handwritten
Chinese character (up) and the cross section of an electric cable
(bottom), the remained columns show the reconstructed surfaces,
with their weak features well preserved.

Figure 15: Full 3D reconstruction of two sculptures. The first col-
umn shows the two physical objects, the second column shows the
six captured images for each object and the third column shows
the reconstructed models, with their features of various scales well
preserved.

variety of sculptures with abundant details, and presented a few re-
sults in this section. The experiments are performed on a PC with a
4.00 GHz Intel core i7 and 32 GB of RAM.

Parameters For bas-relief modelling from a single object, the styl-
ization, the detail preservation/freedom and the targeted height of a
bas-relief can be achieved simultaneously by solving Equations (18)
or (19). From Equation (16), we know that there are mainly three
parameters to control generated bas-reliefs: A larger γ can preserve
a model’s details more clearly, and even enhance them; the value
of γ usually ranges within [0.01, 0.5]. A smaller λ keeps the round
style of a model that preserves the 3D appearance heavily, whereas
a larger λ will generate a flatter bas-relief. As suggested by Ji et al.
[JMS14], we may provide two options of λ = 0.001 for the round
style and λ = 0.1 for the flat style. The height of a bas-relief is
controlled by the parameter θ with values within [0.1,20]. For bas-
relief modelling from a set of multiple objects, the stylization, the
detail preservation/freedom and the targeted height of a bas-relief

c© 2019 The Authors
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Figure 16: 3D reconstruction of a human face. Our method is more sensitive in capturing the surface’s details than Xie et al.’s method
[XNSW17]. From the left column to the right: the photo of a human face, the four captured images and the reconstructed 3D models by Xie
et al.’s method and ours, respectively.

Figure 17: Detail-preserving bas-relief modelling with two styles.
For each input, we create two-style bas-reliefs: roundness and flat-
ness. The first column shows the captured normal maps, the second
two columns show the round bas-reliefs with their details preserved
from two different viewpoints (λ = 0.001, γ = 0.01, θ = 0.1), the
last two columns show the flat bas-reliefs with their details en-
hanced, also from two viewpoints (λ = 0.1, γ = 0.1, θ = 0.03).

can be achieved simultaneously from a discrete geometry setup (see
Equations (22) and (24)).

5.1. Normal-based reconstruction

We can capture the multi-scale features of physical objects.
Figure 14 shows two objects, one is the shallow handwritten Chinese
character, and the other is a cross section from an electric cable. The
weak details on both of them are often hard to reconstruct. Never-
theless, we can reconstruct their full 3D shapes, as well as the weak
details accurately. One more example to demonstrate the capability
of our algorithm is shown in Figure 15.

Both Xie et al.’s method [XNSW17] and ours use the same hard-
ware setup. However, our method is more sensitive to capture the
surface details, as shown in Figures 8 and 16.

In addition, our system is intrinsically free from depth disconti-
nuity (e.g. depth intervals between back objects and front objects),

Figure 18: We can model bas-reliefs with their details enhanced
or removed. From the left column to the right: the physical fold
paper, the captured normal map, the detail-enhanced bas-relief (λ =
0.001, γ = 0.1, θ = 0.05) and the detail-free bas-relief (λ = 0.1,
θ = 0.05).

because the normal at each pixel on the normal map is calculated
independently. This is suitable for bas-relief modelling: We avoid
explicitly detecting these discontinuity regions and remove unused
depth intervals at these regions. Figure 10 shows that the depth
discontinuities at the overlapped regions of different objects are
removed very well with no special processing in advance (either
manually or automatically detect them).

5.2. Multi-style bas-relief modelling

A high compression will lose fine details of a 3D object, due to the
nature of compression. We use the decomposed detail layer to com-
pensate for the loss of details, i.e. details are preserved or enhanced
by choosing a suitable value of γ in Equation (16). Figure 17 shows
a set of round and flat bas-relief modelling results of three sculptures
with multifarious details. Geometric details of each object are all
well preserved (see the round bas-reliefs) and enhanced (see the flat
bas-reliefs), though a high compression is enforced.

Meanwhile, we can even produce the detail-free (i.e. structure-
preserving) bas-relief, as shown in Figure 18 (we solve Equation (18)
in this case).

For a large set of multiple models, we adopt the scheme of discrete
geometry processing, instead of solving Equations (16) and (18).
Although these objects may overlap, we can still produce high-
quality bas-relief modelling results, as shown in Figure 19.

5.3. Comparisons

We have compared our method with the state-of-the-art methods,
including Weyrich et al.’s [WDB*07] method, Schuller et al.’s
[SPS14] and Ji et al.’s [JMS14] in Figure 20. Because all methods
could not exactly control the depth of generated bas-reliefs, except

c© 2019 The Authors
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Figure 19: Multi-style bas-relief generation by using our discrete geometry processing. Given a physical model set [the left column (up)], we
acquire its normal map [the left column (bottom)] and decompose it for multi-style bas-relief modelling. From the second column, the top row
shows the detail-preserving & round bas-relief, and the detail-preserving & flat bas-relief. The bottom row shows the structure-preserving &
round bas-relief, and the structure-preserving & flat bas-relief.

Figure 20: Comparisons of different bas-relief modelling methods by inputting the models in Figure 15. From the left column to the right:
results of Weyrich et al. [WDB*07], Schuller et al. [SPS14], Ji et al. [JMS14] and our details preservation and details enhancement (the last
two columns).

Schuller et al.’s method [SPS14], we slightly make them have the
same maximal height, using a linear scaling in post-processing. The
parameters of all methods are fine tuned to produce the visually
best results under the similar height compression. In Weyrich et al.
[WDB*07], the input is a depth map, and there are two parameters: α
controls the degree of gradient compression, which is usually set to
values between 0.5 and 10; vsil is the threshold of boundary gradient
magnitude. In Schuller et al. [SPS14], the input is a surface mesh.

In Ji et al. [JMS14], the input is a normal map, and there are two
parameters: μ is the compression coefficient; θ is the height limit. In
our method, the input can be the original map plus the decomposed
detail layer, or just the decomposed base layer. The four methods
share many similarities for many objects. A slight advantage of our
method is that it better preserves or even enhances the fine details,
when the whole depth interval to be compressed is large, as shown
in Figure 20. The situation becomes even worse, when the over-flat

c© 2019 The Authors
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Figure 21: The over-flat & detail-preserving bas-relief modelling
from a large compression.

Figure 22: Comparisons between ArtCAM and our method. From
the left column to the right: the depth map, the result by ArtCAM,
the normal map and the result by our method.

bas-reliefs are generated for the compared methods: They lose
nearly all details. Fortunately, we have a compensation mechanism
by using the decomposed detail normal map. Therefore, we can
still produce desirable results in such an extreme case, as shown in
Figure 21.

We have also compared with the well-known commercial soft-
ware ArtCAM, which processes a depth image, including operations
of compression, detail preservation and smoothing, to output a bas-
relief. For our method, we convert the height fields into normal
fields (see [JMS14] for the conversion’s details). Figure 22 shows

the bas-relief results of the two methods. Our result is still best at
preserving geometric details.

5.4. Computational time

Table 1 records the time performance of each stage in our exper-
imental cases for some typical models. It is observed that the de-
composition stage is fast. However, we should spend more time on
the other two stages: normal acquisition and bas-relief modelling.
That is, (1) in order to obtain a normal map with more details, we
should reconstruct the model iteratively until convergence; (2) in
bas-relief modelling, we need to solve a sparse linear system (please
note the factorization of matrix AT A can be reused for all maps with
the same resolution, which saves the solution time). In total, the time
performance for our method is acceptable and competitive, because
we do not require complicated interactions and transformations.

Limitations Our method has some limitations. First, our current
NL-PS system focuses on small objects to obtain their normal maps,
and could not handle a large-scale scene, such as the whole indoor
scene. Second, the current version of our method does not consider
the texture of an object. Third, there are many scanning methods
that can help us acquire 3D geometry. However, in our current
implementation, we just develop an NL-PS system to obtain normal
orientations. We believe combing positions (e.g. range images) from
structured light and normals from photometric stereo can produce
more precise 3D geometry, and they can serve bas-relief modelling
better. We leave these problems to our future work.

6. Conclusions

This paper supplies a practical tool to automatically produce bas-
reliefs from physical objects directly, thus requiring fewer imagi-
nations and skills from artists. Our algorithm consists of two steps:
normal map acquisition and constrained 3D reconstruction. First,
we propose a QPLM and provide a two-step calibration solution
(i.e. calibrate the light source first and then the lighting field) in our
PS system to generate a dense normal map. Second, we filter the
normal map into a detail layer and a base layer, since surface details
are easily lost during the modelling procedure, and formulate multi-
style bas-relief modelling as a constrained surface reconstruction
problem of solving a sparse linear system.

Our method overcomes many drawbacks when creating bas-
reliefs from 3D models. For instance, (i) since bas-relief modelling

Table 1: Timing of our method on typical objects.

bas- Total
Model Resolution acqu deco 1 2 3 4 1 2 3 4

Figure 2 738 × 538 61 s 0.60 s 36 s 45 s 45 s 45 s 97.6 s 106.6 s 106.6 s 106.6 s
Figure 9 654 × 578 58 s 0.57 s 41 s 41 s 33 s 33 s 99.57 s 99.57 s 91.57 s 91.57 s
Figure 17(a) 636 × 733 73 s 0.70 s 50 s 50 s – – 123.7 s 123.7 s – –
Figure 17(b) 570 × 861 75 s 0.74 s 52 s 52 s – – 45.27 s 45.27 s – –
Figure 17(c) 368 × 481 26 s 0.27 s 19 s 19 s – – 45.27 s 45.27 s – –
Figure 19 1295 × 680 130 s 1.32 s 123 s 123 s 97 s 97 s 254.32 s 254.32 s 228.32 s 228.32 s

We list both the decomposed time in each stage, that is normal acquisition (acqu), normal map decomposition (deco) and bas-relief modeling (bas-) and the
total time. The numbers 1–4 represent the results from the upper-left one to the bottom-right one in each figure.
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just transforms a 3D geometry into a 2.5D reliefed surface along
a particular direction, we avoid the two steps that scan an object
with multi-views to reconstruct a full 3D surface first and then
perform post-processing to remove artefacts; (ii) current HDR-
based methods inevitably limit the emphasis of small- and
medium-scale geometric features. We can preserve these features
as much as possible when squeezing the surface with a high spatial
compression; (iii) to design a bas-relief, users normally look
forward to getting instant feedback to choose a proper compression
ratio and viewpoint. However, current methods require tedious
work and are seldom capable of facilitating such an interaction.
We develop a simple WYSISYG modelling system for producing
visually plausible bas-reliefs directly from a physical object (set).
In addition, the technique using NL-PS is easy to implement and
use with the cost-effective hardware.
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